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Abstract—This study presents a safety-constrained, 

speaker-adaptive algorithm for automatically assessing 

foreign language pronunciation in correctional education. 

The method separates stable acoustic speaker 

characteristics from target pronunciation competence so 

that pitch range, timbre, habitual speaking rate, and 

recording channel are not incorrectly treated as 

pronunciation errors. Two to six unlabeled enrollment 

utterances are summarized with robust statistics and 

passed to a small residual adapter placed above a frozen 

self-supervised speech encoder. The adapter is restricted to 

a nuisance subspace by orthogonal projection, a 

preservation loss, and a trust region. A safety gate 

combines enrollment quality, forced alignment reliability, 

predictive uncertainty, score agreement, and profile drift 

to accept the adapted estimate, return the global estimate, 

or request human review. A reproducible simulation used 

one hundred sixty virtual speaker profiles, three hundred 

twenty unlabeled enrollment records, and nine hundred 

sixty evaluation samples under group-separated cross-

validation. The proposed adapter reduced mean absolute 

error from 9.04 to 8.31 points and increased quadratic 

weighted agreement from 0.586 to 0.668. Selective scoring 

covered 84.7 percent of samples with a mean absolute error 

of 7.98 points. The data are synthetic and do not represent 

incarcerated individuals. Real deployment requires ethical 

approval, independent expert annotation, external 

validation, subgroup auditing, and strict separation from 

legal or disciplinary decisions. 

Keywords—automatic pronunciation assessment, speaker 

adaptation, residual adapter, forced alignment, prosody, 

uncertainty, fairness 

INTRODUCTION 

Automatic pronunciation assessment can support 

individualized foreign language learning when access to 
instructors is limited. In correctional education, local 

deployment is particularly relevant because Internet 

connectivity, device availability, and access to external services 

may be restricted. The assessment problem is nevertheless 
more difficult than speech recognition. A scoring system must 

estimate the quality of the learner's production, not merely 

recover the intended words, and it must do so without confusing 

stable voice characteristics with linguistic errors. 

The same phoneme may be realized with different 

fundamental frequency ranges, vocal tract characteristics, 

habitual rates, and microphone responses. A global model can 

penalize an unfamiliar but stable acoustic profile, whereas 
unconstrained personalization can absorb a genuine 

pronunciation error into an individual norm. This tension is 

methodologically important for a vulnerable population: an 

apparently accurate adaptation mechanism may improve 
average error while weakening construct validity or producing 

unequal residual errors across acoustic subgroups. 

Speaker adaptation in speech recognition includes feature 
normalization, speaker embeddings, parameter adaptation, and 

data augmentation [1]. Residual adapters can modify self-

supervised representations without updating the full encoder 

[2], while conditioned speaker representations have been used 
in computer-assisted pronunciation training [3]. These 

techniques do not by themselves guarantee that phoneme 

accuracy, completeness, stress, or rhythm remain invariant 

under personalization. 

This work proposes a safety-constrained algorithm with five 

contributions. First, unlabeled enrollment is used to estimate 

only nuisance characteristics. Second, a residual adapter is 

projected away from pronunciation-sensitive directions. Third, 
a preservation objective and trust region limit unwanted score 

changes. Fourth, a do-no-harm gate selects between an adapted 

score, the frozen global score, and human review. Fifth, profile 
drift and selective online updating are explicitly audited. The 

method is evaluated with a fully reproducible synthetic 

protocol; the resulting figures are engineering evidence about 

algorithmic behavior, not clinical, legal, or population claims. 

RELATED WORK AND PROBLEM DEFINITION 

Goodness of Pronunciation remains a standard phoneme-

level indicator, but its reliability depends on the acoustic model 
and temporal boundaries. CTC segmentation provides scalable 

alignment [4], and alignment errors can propagate directly into 

automatic pronunciation evaluation [5]. Recent systems 

therefore combine phoneme, word, and utterance information 
[6], [7], [8], [9]. Self-supervised encoders such as wav2vec 2.0, 

HuBERT, and WavLM provide robust speech representations 

[10], [11], [12], and their transfer to pronunciation assessment 

has shown that limited labeled data can be used efficiently [13]. 

Pronunciation competence is both segmental and 

suprasegmental. Segmental evidence includes phoneme 

posterior quality, substitutions, deletions, insertions, and 

duration. Suprasegmental evidence includes pitch contour, 
lexical stress, energy, rhythm, pausing, rate, and fluency [14], 

[15]. Absolute pitch or words per minute cannot be interpreted 

as universal quality measures; they must be compared with 

language targets and with a speaker's robust baseline. At the 
same time, speech technologies have documented disparities 

across accents and demographic groups [16], [17]. 

Consequently, accuracy, calibration, coverage, abstention, and 

subgroup residual errors must be reported together. 

Let x sub u t denote utterance t of speaker u and let E denote 

a frozen encoder. The observed representation is decomposed 

into target competence, a stable nuisance component, and 

residual noise: 

 zᵤₜ = Eθ₀(xᵤₜ) = zc(cᵤₜ) + Bnᵤ + εᵤₜ 
Here c is the pronunciation construct, n is the speaker and 

channel nuisance vector, and B spans nuisance directions. 

Legal status, sentence information, identity, and disciplinary 

data are excluded from both n and the scorer. The technical 

objective is to reduce the effect of n while preserving sensitivity 
to c. 
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TABLE I.  ADAPTATION BOUNDARY AND SAFETY 

RATIONALE 

Component Permitted adaptation Protected evidence 

Voice baseline Median pitch, timbre, rate, 
channel 

Pitch movement and target 
timing 

Phonetic path Context and alignment 

confidence 
Phone identity, accuracy, 

completeness 

Prosodic path Within-speaker normalization Stress position, rhythm, 

contour 

Decision Confidence-based selection Global fallback and human 
review 

 

PROPOSED METHOD 

Unlabeled enrollment and robust profile 
A new user reads two to six short, phonetically balanced 

prompts. Enrollment records are separated from scored test 

records and require no expert score. Quality control rejects 

clipping, severe truncation, insufficient phonetic coverage, and 

unstable repeated readings. For feature k, location and scale are 
estimated with the median and median absolute deviation: 

 mᵤₖ = medianₜ hₖ(xᵤₜ),   dᵤₖ = 1.4826 MADₜ[hₖ(xᵤₜ)] 
The profile contains median pitch, pitch interquartile range, 

spectral tilt, formant scale, articulation rate, energy statistics, 

channel descriptors, and quality metadata. A bounded 
enrollment quality index combines duration sufficiency, 

phonetic coverage, signal-to-noise ratio, cross-recording 

stability, and clipping. The simulation weights are 0.30, 0.25, 

0.20, 0.20, and -0.35, respectively. All inputs are normalized to 
the unit interval. 

Projection-constrained residual adapter 
The global WavLM type encoder and scoring heads remain 

frozen. A pronunciation-sensitive basis S is learned on the 

development corpus from gradients associated with segmental 

and prosodic targets. The orthogonal projector prevents the 
adapter update from moving directly along those directions: 

 P⊥ = I − S(SᵀS + εI)⁻¹Sᵀ 
A small bottleneck network maps the robust profile to an 

eight-dimensional adaptation code. A fixed learned lifting 

operator A maps this code to the 256-dimensional encoder 
representation. The adapted representation is 

 aᵤ = gφ(eᵤ),   z′ᵤₜ = zᵤₜ + P⊥ A a u 
The adapter norm is clipped to a trust region. A preservation 

loss penalizes changes in frozen phoneme logits and in stress 

and rhythm descriptors. Training minimizes score error, 

preservation error, adapter energy, and the variance of residual 
error across observed nuisance quartiles. The fairness term uses 

acoustic nuisance groups only; demographic or legal attributes 

are neither required nor inferred. 

 L = Lscore + λ₁Lpres + λ₂‖aᵤ‖²₂ + λ₃Lfair 

Safety gate and selective decision 
The global and adapted scorers operate in parallel. 

Confidence C combines enrollment quality, forced alignment 
reliability, predictive certainty, and agreement between the two 

scores. In (6), delta denotes the absolute difference between 

adapted and global scores. The simulation uses weights 0.15, 

0.55, 0.15, and 0.15 with an intercept of 0.06, making 
alignment reliability the dominant component. An adapted 

score is accepted only when confidence is at least 0.59, and its 

difference from the global score does not exceed 12 points. 

Otherwise, the system returns the global score; a detected 
profile drift or severe disagreement triggers reenrollment or 

expert review. 

 Cᵤₜ = clip[wᵀ(Qᵤ, Ralign, 1 − U, 1 − Δ/τ) + b, 0, 1] 
Adaptation is not designed to increase scores. Its purpose is 

to remove systematic nuisance-related bias, so it retains both 

positive and negative corrections in the audit trail. The final 
adapted score combines calibrated phonetic and prosodic 

subscores with weight 0.55 for the phonetic path and a bounded 

difficulty correction that shrinks when enrollment quality is 

low. 

Drift-controlled profile updating 
Only records with high confidence, adequate audio quality, 

and small global-to-adapted disagreement may update the 
profile. An exponential moving average uses a maximum rate 

of 0.20 and decreases with the number of accepted updates. A 

diagonal covariance formed from the robust scales supports 

Mahalanobis drift detection. With eight profile dimensions, the 

simulation freezes adaptation when squared distance exceeds 

20.1, corresponding to a conservative one percent tail 

threshold. 

 eᵤ(t+1) = (1 − ηₜ)eᵤ(t) + ηₜ h(xᵤₜ),   ηₜ ≤ 0.20 
Recommendations are produced only from reliable features. 

A low baseline pitch is never labeled an intonation error. 
Feedback is generated for an incorrect contour relative to the 

speaker's range, misplaced lexical stress, unstable rhythm, or a 

reliable phoneme-level deviation. Figure 1 summarizes the 
information flow and the three safety outcomes. 

 
Fig. 1. Safety-constrained speaker adaptive assessment architecture. 

EXPERIMENTAL DESIGN 

No ethically approved corpus of incarcerated learners was 
available. The algorithm was therefore examined with a 

controlled synthetic generator. We created 160 virtual profiles. 

Each profile contained eight observations: two unlabeled 

enrollment records and six evaluation records. Four latent 
segmental and six latent prosodic competence features were 

generated from profile ability and task difficulty. Timbre and 

formant scale, baseline pitch, habitual rate, and energy or 

channel nuisance were mixed into the observed features 
through fixed loading matrices and measurement noise. 

Six systems were compared. The global model ignored 

enrollment: full cepstral mean and variance normalization 

centered all features. The embedding baseline appended a 
speaker vector. The proposed adapter applied the projected 

residual update. The safety gate selected between adapted and 

global estimates. The oracle received the true nuisance vector 

and served as an upper bound. Eight-fold GroupKFold 
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separation ensured that a profile did not appear in both training 

and test partitions. We repeated the complete experiment with 

ten random seeds (1 to 10). 

TABLE II.  SYNTHETIC VALIDATION PROTOCOL 

Item Specification 
Profiles and records 160 profiles; 320 enrollment; 960 evaluation 
Latent features 4 segmental; 6 prosodic; 4 nuisance 
Validation 8-fold profile-separated GroupKFold; 10 seeds 
Metrics Pearson r; Spearman rho; MAE; RMSE; QWK 
Gate Confidence at least 0.59; disagreement at most 12 

 
Pearson correlation measures linear association, Spearman 

correlation measures rank consistency, mean absolute error and 

root mean square error are expressed on the 100-point scale, 

and quadratic weighted kappa uses strict 20-point score bands. 
Selective results are reported with coverage because an error 

calculated only on accepted cases can otherwise be misleading. 

Calibration size and acoustic nuisance quartiles are examined 

as ablations. 

RESULTS 

TABLE III.  SYNTHETIC COMPARISON OF SPEAKER 

ADAPTATION METHODS 

Method Pearson r MAE QWK 
Global 0.646 9.04 0.586 
Full CMVN 0.233 11.66 0.111 
Speaker embedding 0.688 8.57 0.636 
Proposed adapter 0.712 8.31 0.668 
Safety gate 0.700 8.45 0.650 
Oracle nuisance 0.723 8.15 0.681 

 
Table III and Fig. 2 show that unrestricted centering is 

harmful in this setting. Full CMVN removes nuisance variation 

but also suppresses stable proficiency information, producing 

the largest error and weakest agreement. A speaker embedding 

improves on the global system, but the proposed projection-
constrained adapter performs better because it restricts the 

update to the intended nuisance space. 

 

 
Fig. 2. Synthetic error and agreement across adaptation variants. 

Relative to the global model, the proposed adapter reduces 

mean absolute error by 0.73 points, or approximately 8.1 

percent, and increases quadratic weighted kappa from 0.586 to 
0.668. Its mean absolute error is only 0.16 points above the 

oracle upper bound. The safety gate is intentionally 

conservative: its error is 0.14 points higher than the always 

adapted model because low-confidence changes are not 
accepted. For cases where the adapted score was released 

automatically, confidence selection achieved 84.7 percent 

coverage and a mean absolute error of 7.98 points. 

TABLE IV.  ENROLLMENT SIZE ABLATION 

Enrollment records MAE Pearson r 
0 9.04 0.646 
1 8.41 0.705 
2 8.31 0.712 
4 8.24 0.716 
6 8.25 0.716 

 
The largest gain occurs between zero and two enrollment 

records. Four records provide a practical operating point, while 

six do not yield a meaningful additional improvement in this 
simulation. Error decreased in three of four nuisance quartile 

analyses, specifically timbre or formant, habitual rate, and 

energy or channel. The baseline pitch quartile difference was 

small. These acoustic quartiles are sensitivity tests and must not 
be interpreted as evidence of demographic fairness. 

DISCUSSION 

The main result is not simply that personalization lowers 
average error. The contribution is a mechanism that states what 

may be personalized, protects the linguistic construct, and 

exposes a controlled fallback when evidence is weak. 

Projection and preservation constraints formalize the separation 
between acoustic nuisance and target competence. The gate 

then turns model uncertainty into an operational decision rather 

than hiding it inside a single score. 

The failure of full CMVN illustrates why unconstrained 
within-speaker normalization is unsuitable for assessment. A 

stable feature may encode nuisance, competence, or both. 

Removing every personal mean can therefore discard genuine 

proficiency. Speaker embeddings are less destructive but 
remain difficult to interpret because no intrinsic guarantee 

separates target and nuisance content. The proposed adapter 

approaches the oracle in the synthetic generator because the 

loading structure is known; this advantage will probably be 

smaller with real speech, where the two subspaces overlap, and 

alignment errors are not Gaussian. 

A valid external study should include at least two trained 

phonetic raters, interrater intraclass correlation and weighted 
kappa, profile-separated testing, independent enrollment and 
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assessment prompts, unseen accents and microphones, 

calibration analysis, and profile-level bootstrap confidence 

intervals. Open corpora such as speechocean762 can support 

preliminary benchmarking [18], and joint assessment and 
mispronunciation detection can enrich diagnostic labels [19], 

but neither substitutes for an ethically approved target 

population study. 

The synthetic protocol has four principal limitations. First, it 
assumes a low-dimensional stable nuisance vector. Second, the 

pronunciation-sensitive basis is learned from simulated target 

gradients. Third, expert score noise and rater severity are 

simplified. Fourth, subgroup analysis uses acoustic quartiles 
rather than protected attributes. Accordingly, the reported 

values demonstrate reproducibility and internal logic only; they 

do not estimate performance for any correctional institution or 

language group. 

SECURITY AND ETHICAL SAFEGUARDS 

Voice may constitute biometric data. Enrollment therefore 

requires a specific pedagogical purpose, freely given and 
documented consent, data minimization, local processing, 

encryption, role-based access, limited retention, and controls 

for deletion or reenrollment. The stored profile should contain 

compact nuisance statistics rather than raw audio whenever 
diagnostic traceability does not require the original signal. The 

system records the model version, adapter decision, confidence, 

score difference, drift event, and reviewer action in a tamper-

evident audit log. The software modules should be tested 
against reliability, security, maintainability, and accountability 

requirements consistent with ISO IEC 25010 [20]. 

The system is intended only for language learning feedback. 

Incarceration status, sentence length, offense category, 
disciplinary history, or risk classification must never be model 

inputs. An automated score must not determine punishment, 

privilege, release, work assignment, security level, or access to 

services. Nonparticipation must have no adverse consequence, 
and every learner must have access to understandable feedback, 

human review, and a procedure for contesting an assessment. 

CONCLUSION 

We developed a speaker-adaptive pronunciation assessment 

algorithm around robust unlabeled enrollment, a frozen self-

supervised encoder, a projection-constrained residual adapter, 

and a do-no-harm gate. The method personalizes pitch range, 
timbre, habitual rate, and channel effects while preserving 

phoneme identity, completeness, stress, rhythm, and contour 

evidence. Drift monitoring and selective profile updates 

prevent uncontrolled accumulation of adaptation error. 

In the synthetic profile separated experiment, the proposed 

adapter achieved a Pearson correlation of 0.712, a Spearman 

correlation of 0.701, a mean absolute error of 8.31, a root mean 

square error of 10.51, and a quadratic weighted kappa of 0.668. 
Confidence-based release covered 84.7 percent of evaluation 

cases with a mean absolute error of 7.98. These values are not 

results from incarcerated individuals. The next research stage 

is an ethics-approved multilingual corpus study with 
independent phonetic raters, external validation, biometric 

security testing, and transparent subgroup auditing. 
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